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Abstract 

 

An Algorithm for Real-Time Morphology-Based Pulse Feature Extraction from 

Photoplethysmography (PPG) Signals 

by 

Elyes Turki 

  

Consumer-grade wearable devices capable of continuous cardiac rhythm monitoring have the 

potential to usher in a new phase of computer-assisted healthcare solutions. Mass cardiac 

disorder screening and chronic pain management constitute two possible applications of these 

technologies. The continuing trend of cost decreases for computers and sensors is responsible for 

the proliferation of these devices and the majority use low cost and non-invasive optical sensors 

utilizing a method called photoplethysmography (PPG). These devices are capable of extracting 

heart rate and other physiological parameters such as oxygen saturation. Almost all of these 

devices rely on peak detection algorithms either implemented on the hardware level or on 

proprietary software. This paper provides a simple, computationally efficient, and highly 

modifiable algorithm for processing photoplethysmography signals to extract pulse features in 

real time. This algorithm was paired with cheap and easily acquirable hardware and was 

implemented in one of the most popular and widely adopted programming languages for 

research environments: Python.
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1 Introduction 

 

1.1 Motivation: 

  

Chronic pain alleviation represents a subset of a much larger use case for physiological 

monitoring in healthcare. According to the CDC, about 50 million adults in the United States 

experience chronic pain. A lack of efficient and inexpensive treatment options despite advances 

in healthcare has contributed to an increase in the of prevalence of chronic pain. Low-cost 

computer assisted solutions are expected to bridge the existing gaps in detection and treatment. 

For example, photoplethysmography (PPG) derived pulse parameters have shown promise in 

assessing postoperative pain [1]. 

My research group is currently exploring novel techniques in alleviating chronic pain within 

individuals. More specifically, we are using Machine Learning and statistical models to predict 

pain levels from physiological data. Because of this, being able to process sensor data in an 

efficient manner is crucial. The end goal is to utilize this real-time predicted pain score to power 

a biofeedback system that would assist in lowering pain in the convenience of someone’s home. 

  

Widespread automated cardiac atrial fibrillation (AF) screening is another example of the 

possible capabilities of low-cost and non-invasive cardiac monitoring. The review article 

“Photoplethysmography based atrial fibrillation detection: a review” [2] discusses a possible 

shift towards low-cost PPG sensors for mass screening. The article highlights how the cost and 

invasiveness of individual AF screening using electrocardiography (ECG) signals can be 

alleviated using low-cost wearable devices combined with statistical models, Machine Learning 
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and Deep Learning .The results are promising and show accurate AF detection with a high 

sensitivity. In addition, within the past year, a smartwatch was shown capable of detecting the 

onset of AF in a young individual [3]. 

  

Physiological monitoring has shown promise in potentially screening and treating certain 

medical issues. The resources to do so however are complicated and expensive. While there has 

been a rise in popularity of PPG based cardiac monitoring devices, tools for processing real-time 

PPG signals are limited. Commercial applications geared towards PPG are almost exclusively 

created for post-collection analysis. This paper aims to detail an easy to implement and 

computationally inexpensive algorithm to process and export pulse features in real-time using 

widely available and low-cost hardware. 

  

1.2 Pulse and Photoplethysmography: 

  

As the heart rate is coupled to autonomic nervous system activity, pulse information gives 

information regarding psychological arousal [4]. The variation in our heart rate,  known as heart 

rate variability (HRV), has long been an area of interest in the medical field. For example, there 

have been studies that examine correlations between low HRV and the risk of coronary heart 

disease [5]. Because of this, extensive efforts have gone into analyzing pulse signals post-

collection. 

The most accurate method of cardiac monitoring is electrocardiography, or ECG. ECG consists 

of recording the electrical signal of the heart using electrodes placed on the skin. However, this 

method is cumbersome, time consuming and often requires a hospital visit. 



 8 

Photoplethysmography (PPG) instead consists of illuminating the skin and measuring the 

changes in light absorption. The changes in light are hypothesized to be due to the changes in 

blood volume in the microvascular bed of tissue. This form of pulse data acquisition is often only 

used to determine heart rate. 

 

For our research in chronic pain, we needed to acquire a PPG signal. This would usually be taken 

at the fingertip. However, to evaluate if the pulse from other locations might be informative, we 

sought to acquire pulse signals at the fingertip, carotid artery and temple. 

 

When exploring the appropriate hardware, we noticed the majority of devices deploying this 

technology were wearable gadgets that measure and display heart rate. Since the PPG sensor fed 

data directly to peak detection algorithms that were implemented on a hardware level, there was 

no simple way to interface with these devices and access the raw PPG signal. The few 

commercial software packages that existed for collecting PPG data required the use of difficult to 

use interfaces, required paid licenses and were resource intensive. Since we planned on 

incorporating a real time processing layer post collection to power a biofeedback model, a 

resource intensive collection application would hinder portability of the end device. In addition, 

commercial software capable of feature analysis was constrained to a set of determined features. 

To address these issues, a custom framework and algorithm were created. This framework relies 

on a USB-based microcontroller sampling a PPG sensor, a computer and a set of Python and 

Arduino programs. This framework is cheap, costing around $100, non-memory intensive and 

highly customizable for any research goal or personal use.  
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2 Materials 

  

2.1 Material List: 

 

Hardware: 

·   Pulse Sensor  by https://pulsesensor.com/products/pulse-sensor-amped 

·   Teensy 3.6 

·   Raspberry PI 4B 4G model 

·   Accelerometer Gyro Module by HiLetgo 

Software: 

·   Python3.7 

·   Libraries: pySerial, numpy 

·   Arduino Drivers 

·   Accelerometer Gyro Library 

·   Teensy Drivers 

·   Linux udev rules for Teensy 

  

 

 

 

 

 

  

https://pulsesensor.com/products/pulse-sensor-amped
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2.2 Hardware Overview 

 

My group used a Teensy, a USB based microcontroller development system analogous to the 

popular Arduino boards, for sensor data sampling. We favored this board primarily due to the 

powerful processor, large number of inputs and compatibility with the widely adopted Arduino 

programming language. The extra processing power was to assure an adequate sampling rate of 

the numerous sensors (26+) we were deploying at the time. 

  

As the collection and processing device, we used a Raspberry PI 4 4GB model. We chose the 

Raspberry PI due to its low power consumption and it’s low cost of around $50 depending on the 

model. 

 

For our sensors, we used the “Pulse Sensor” from PulseSensor.com as our PPG sensor. The 

sensor is analog, low cost, and is easy to interface with due to it’s extensive documentation.  

 

We used an accelerometer-gyro module to detect subject motion. Since our goal was to have 

subjects use the instrument and collect data themselves, providing feedback on PPG sensor 

placement was crucial. We implemented an algorithm that would notify the subject if one or 

more sensor was misplaced based on detected peak. When adjustment was needed, the algorithm 

would suspended peak detection during motion (corresponding to sensor placement adjustment) 

to avoid faulty peak detection. 
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2.3 Software Overview 

  

We used the Python language to program an algorithm capable of peak detection, peak 

verification, wavelet delimitation and feature extraction (Fig 2). We chose Python because of its 

simplicity, popularity in research environments, and advanced memory management system.  

Although a program written in a lower level language such as C would execute faster, Python’s 

ease of use allowed us to quickly modify large portions of the program on the fly. In a research 

environment where the final iteration of the program is far from completion, the ability to 

quickly deploy new changes is ideal. Additionally, numerous methods exist for significantly 

speeding up Python for performance on par with low level languages such as C. 

  

pySerial is a library encapsulating access for the serial port and provides classes to interface with 

USB based microcontrollers through Python. 

Numpy is a popular library used for numerical computations and is known for its computational 

efficiency. 

  

The Arduino drivers were installed on the Raspberry PI to interface with the Teensy and upload 

programs written in the C-based Arduino language to the Teensy. We also installed the necessary 

drivers for our accelerator-gyro module. 

Since we used a Teensy, we also installed  Teensy drivers.  

Finally, since the Raspberry PI is Linux based, the Linux udev rules obtained from the official 

Teensy website were installed. 
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Fig 2.1 Full algorithm outline 
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3 Methods 

 

3.1 Sampling the PPG Sensor 

 

Programming the collection hardware: 

The first step in acquiring pulse data was digitizing the analog signal provided by the PPG 

sensor. After connecting the sensor to the Teensy, we used the official Arduino software 

included with the Arduino drivers to create a Sketch (Arduino program) which was uploaded to 

the Teensy. 

The sketch consists of three portions: 

1.  Initialization confirmation (only necessary for Teensy) 

2.  Sampling the sensors 

3.  Pushing the data and timestamp into the Serial buffer. 

  

A control flow statement is used to force the Teensy to sample at a programmer specified 

sampling rate. We found that a sampling rate of t =15ms accurately sampled all the sensors 

incorporated within our prototype in a consistent manner. A higher sampling rate (smaller t) 

leads to a higher pulse signal resolution. However, this higher resolution comes at the price of 

having more signal values to process, which leads to longer program execution times in between 

sampling instances. 
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Since Teensys begin outputting to the Serial buffer once powered on, unlike Arduinos, we added 

an initialization condition where the program does not begin outputting data until it has received 

a confirmation from the Python collection script. 

 

Collecting sensor data using Python: 

To collect and store the now digitized PPG signal values, we created a simple collection script in 

Python. 

The script consists of three portions: 

1. Sending an initialization signal (only necessary for Teensy) 

2. Checking the Serial buffer 

3. Verifying data integrity 

 

Data Integrity Verification: 

Serial communication between a computer and Arduino inspired board is reliable. However, on 

rare occasions,  issues do arise where the received data is corrupted and can’t be decoded. In 

addition, even if the serial communication is working and legible data is received, a sensor may 

malfunction and not output a value. 

 

To address this, we employ verification conditions nested within an exception handler:  

1. The data can be decoded 

2. The data can be split into a list of n values where n is the number of expected values 

 

 If the condition is met we break out of the repetition loop and save the data. 
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3.2 Locating peaks 

 

To locate the peaks within the signal, we use a dynamically computed threshold value paired 

with a dynamically sized search window array. 

 

Threshold: 

The threshold is used as a flagging mechanism for what is considered to be a peak in process 

within the pulse signal. The threshold is calculated to be the sum of the mean of the last n points 

in the signal and the difference between the maximum and minimum values present in the signal 

divided by a scaling coefficient 𝛾.  

 

 

array = last n points in signal (n = 50) 

𝛾= scaling coefficient (𝛾 = 0.3) 

array[i] represents the i+1th term in the array 

 

 

Multiplying the array length n by the sampling rate gives the length in units of time over which 

the values averaged.  

A trade-off occurs when choosing this averaging period. If the averaging period is short, the 

algorithm is very sensitive to minute fluctuations and can handle low frequency baseline 

movements. However, the algorithm becomes more susceptible to high frequency noise and has 

a higher chance of erroneously detecting peaks. If the averaging period is long, the algorithm can 
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establish a better baseline and is less susceptible to high frequency noise. However, sudden 

changes in the baseline can cause peaks to be missed. 

For our sensors and overall set-up, we found averaging out the last 0.75s of the signal delivered 

the best results.  

Through trial and error, we found that setting our scaling coefficient to 𝛾 = 0.3 provide accurate 

peak detection (Figs 1-3). 

 

Fig 3.1 Example of accurate peak detection. The PPG signal is represented by the blue line. The threshold 

is represented by the orange line. The detected peaks are marked by green points. 

 

 

Fig 3.2 Example of inaccurate peak detection due to a small 𝛾 coefficient (𝛾 = 0.1). The PPG signal is 

represented by the blue line. The threshold is represented by the orange line. The detected peaks are 

marked by red points 

 

 

 

Fig 3.3 Example of inaccurate peak detection due to a large 𝛾 coefficient (𝛾 = 0.8). The PPG signal is 

represented by the blue line. The threshold is represented by the orange line.  
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Search window: 

 

The search window is a dynamically sized array where the n last signal values are stored. The 

algorithm begins by setting the initial search window size to a programmer defined size.  

This initial size is set so that the length of the window in units of time is larger than the duration 

of a peak. Minimizing this search window size minimizes the amount of computation necessary 

since fewer values must be evaluated.  

The pulse signal varies depending on PPG sensor location. We found the carotid artery had the 

longest pulse duration, but a search window of 0.30s delivered accurate peak detections across 

all three of our sensors. 

 

 The array is evaluated for the presence of a peak using a set of dynamic conditions: 

1. The first and last values in the array are below the threshold value: 

     
    array[0] = 1st value 

    array[n-1] = last value 

 

 

2. The greatest value in the array is above the threshold value: 

 
 

 

3. The greatest value in the array is below the programmer set maximum sensor value: 

 
 
 

We use this condition to prevent peak detection during sensor saturation. 

 

If the conditions are met, the waveform that is detected is that of a peak in progress. 
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The search window array size is then minimized to size 1 after the conditions are met and has its 

size incremented by 1 until the initial programmer defined size is reached. We use the initial 

programmer defined size as a hard limit to prevent multiple peaks from being detected at once in 

the case of a peak not being detected. Finally, minimizing the search window allows the 

algorithm to populate the search window with new sensor values. 

 

Once the window is confirmed to contain a peak in progress, the following values are obtained 

and appended to separate Python arrays. 

● Peak value by locating the maximum value in the window 

● Location of index in search window 

● Peak timestamp using index 
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Fig 3.4 Peak detection algorithm 

outline 
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3.3 Verifying peaks 

 

Once the detected peak array size has reached a programmer defined size, peak verification 

begins. Verification begins with an initial verification and parameter initialization process. After 

initialization the algorithm uses a less computationally complex parameter based verification to 

verify subsequent detected peaks. (Fig 3.5) 

 

 

 

 

 

Fig 3.5 High level peak verification algorithm 

overview 
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3.3.1 Initial verification and parameter initialization 

 

We used the term R to denote peaks in similar fashion to ECG terminology. Once the peak array 

has been populated with a programmer defined n number of peaks, an array is created and 

populated with the time intervals between peaks using the corresponding peak timestamps. We 

denote these intervals as RR intervals.  

We then calculate the mean and standard deviation of the RR intervals. 

 

 

RR[i] = i+1th value in RR interval array 

             n = length of array 

 

 

 

  

             RR[i] = i+1th value in RR interval array 

            n = length of array 

 

 

We found that setting 10 as the number of peaks necessary to trigger the verification process led 

to accurate detection.  
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Two conditions determine the validity of the peaks: 

 

● The mean of the RR intervals resides within a programmer defined range: 

   
x = lower bound coefficient  (x = 800ms) 

y = upper bound coefficient  (y= 1500ms) 

 

 

This condition is used to check whether all the RR intervals are within an acceptable 

range for a human heart. With the average human heart rate being 50-90 beats per minute 

[6], we can expect the average RR interval would be between around 0.8s to 1.5s in 

duration. We converted the values making up this range to milliseconds due to the 

Teensy outputting the time of sampling in milliseconds. 

 

● Since the mean of the sample doesn’t guarantee that all the values are within the 

appropriate range, we use the standard deviation to evaluate the RR intervals. By visually 

verifying peak detection through a custom display program, we then recorded the RR 

interval mean and standard deviation. Noting that the standard deviation was less than 

20% of the mean RR interval, we found that 𝜖 = 0.2 provided accurate peak verification.  

The standard deviation is less than the mean multiplied by this coefficient: 
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Fig 3.6 Initial peak detection and parameter initialization algorithm outline 
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3.3.2 Parameter based verification 

 

Once the parameter initialization phase is completed, the algorithm uses the previously 

calculated RR interval mean as a parameter by which to verify subsequent peaks. 

When a new peak is detected, the corresponding timestamp and the previous verified peak 

timestamp are used to calculate the RR interval of the latest peak. We then evaluate whether the 

RR interval lies within an acceptable programmer defined range based on the previously 

calculated RR interval mean. 

 

 
x = lowerbound coefficient (x = 0.8) 

y = upper bound coefficient (y = 1.2) 

 

Through trial and error, we found x = 0.8 and y = 1.2 to provide accurate peak detections. 

If the condition is met, the peak is verified and appended to the peak list.  

If the condition is not met, we save the detected peak’s timestamp to a variable. If multiple PPG 

signals are being processed, this variable is stored within an array whose size corresponds to the 

number of PPG sensors. We called this value or array the “peak lobby”. 

 

 Peak lobby: 

The pulse lobby serves as a buffer that holds the latest detected peak’s timestamp in the case of 

peak verification failure. This addresses the issue of attempting to calculate the latest RR interval 

after a verification failure since the last verified peak timestamp will not correspond to the before 

last detected peak timestamp in cases of failure. Once verification is completed, the lobby can be 

emptied until another verification failure occurs. 
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   Fig 3.7 Parameter based verification algorithm outline 
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3.4 Delimiting Wavelets 

 

We isolate pulse wavelets (signal between peaks) for morphology-based feature extractions by 

using the minimums between peaks as wavelet delimiters. The algorithm first performs an 

initialization phase where the intra-peak minimum is found. The algorithm then uses the 

information from the initialization phase to narrow the search area and find a local minimum 

close to the previous location. 

 

Initialization phase: 

Once a pre-defined peak index array of size 2 has been filled with verified peak indexes, we 

populate an array acting as an ROI window with all the signal values since the oldest peak using 

the oldest verified peak index in the peak index array. We then append the local minimum value 

and corresponding timestamp to respective python arrays. In addition, we save the minimum 

value’s index to a variable if sampling a single PPG sensor or, in the case of multiple signals, to 

an array with fixed size the number of PPG sensors. 

 

Verification phase: 

We use the previously located minimum index to create an array acting as a search window of 

programmer defined size. The search window is centered around the index and is significantly 

smaller than a window encapsulating all the intra-peak points. Using a smaller window centered 

around a predetermined point both reduces the computational complexity of the task by lowering 

the amount of points needed to be evaluated and also addresses the issue of minimum location 

variation within the signal.  
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Once the initialization phase is complete, the timestamp of the last minimum is subtracted from 

the most recent minimum to find the time interval between minimums. This time is evaluated 

using the previously calculated RR interval to verify that the two minimums exist between a 

single peak. The same “pulse lobby” method is utilized to store the most recent timestamp for 

future calculations in case of verification failures. 

 

 

 

Fig 3.8 Example of peaks and intra-peak minimums being localized. The PPG signal is 

represented by the blue line. The threshold is represented by the orange line. The peaks and 

minimums are marked by green points. 
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Intra-peak minimum location variation: 

To achieve consistent and accurate morphology-based feature extraction, the wavelets on which 

we perform the feature extraction must be similarly delimited. Depending on the sensor and 

sensor placement, this minimum will either be consistently located between peaks or will vary 

slightly due to signal noise, leading to inconsistent delimation.  

 

 

 

Fig 3.9 Example of consistent minimum position. Here all four minimums are placed within the 

same region intra-peak region. The PPG signal is represented by the blue line. The threshold is 

represented by the orange line. The peaks and minimums are marked by green points. 
 

 

 

 

 

 

Fig 3.10 Example inconsistent minimum position. Here the fourth minimum from the left is in a 

different location. The PPG signal is represented by the blue line. The threshold is represented by 

the orange line. The peaks and minimums are marked by green points. 
 

 

 

The local minimum using the small search window array addresses this issue. 
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Fig 3.11 Wavelet delimitation algorithm 

outline 
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3.5 Extracting features 

 

Setting up feature extraction: 

Once the intra-peak minimum position index array of size 2 is full, feature extraction can begin. 

 

Using the two intra-peak minimum indexes, we populate an array with all the signal values 

between both minimums. This array effectively holds all the signal values corresponding to the 

delimited wavelet.  

 

Using the array maximum’s index location, we split the array into two arrays. One containing 

values belonging to the systolic phase and one containing values belonging to the diastolic 

phases.  

 

The morphology-based features can be calculated using the previously determined peak and 

intra-peak minimum information by accessing their respective arrays. In addition we utilize the 

two newly created arrays corresponding to the systolic and diastolic phase signal values. 

 

Features: 

 

 

 

Fig 3.12 Pulse features. Green dot represents the rising slope maximum 
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Symbol Description Python Instruction 

AS ,  AD Area of systolic and diastolic phases Integrate respective arrays using “trapz” 

function from numpy library 

A Area of the pulse Sum the areas of the systolic and diastolic 

phases 

LS , LD Length of systolic and diastolic phases in ms Multiply the length of the array by the 

sampling rate 

HS Peak amplitude relative to last intra-peak 

minimum 

Subtract latest intra-peak minimum value 

from the latest peak value 

𝛥RR Amplitude variation of peaks Subtract before-last peak value from the 

latest peak value 

𝛥min Amplitude variation of intra-peak minimums Subtract before-last intra-peak minimum 

value from the latest intra-peak minimum 

value 

IRR RR interval in ms Subtract before-last peak timestamp from 

latest peak timestamp 

Imin Intra-peak minimum interval in ms Subtract before-last intra-peak minimum 

timestamp from the latest intra-peak 

minimum timestamp 

RS Rising Slope Divide amplitude from diastole peak by 

(ROI maximum index + 1) 

RSmax Rising Slope Maximum Use “gradient” function from numpy 

library on systolic phase array 

 

Table 1. Feature symbols with corresponding descriptions and python instruction needed to compute 

 

Other features can be easily calculated in a similar manner. 

For features requiring parameters other than what is present in the peak and interpeak minimum 

value arrays, these parameters can be derived during any of the pre-feature extraction phases and 

passed to the feature-extraction phase using additional arrays. 
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Fig 3.12 Feature extraction algorithm 

outline 
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4 Results and Discussion 

 

To evaluate the performance of an algorithm based on these design principles, we measured the 

time needed to complete each different portion of the processing algorithm. We then summed the 

execution times of each portion to get the overall algorithm performance time.  

 

We ran the algorithm for a 10 minute period, automatically delimited by the program, and set up 

the program in such a manner that the performance metrics recording began once pulses on each 

sensor were verified. This was done to ensure that each component in the processing algorithm 

was initialized and running, and that features were being extracted along the entire run. Doing so 

gives a more accurate representation of the algorithm’s performance during a full workload. 

 

We first evaluated the performance on a single PPG sensor data stream. We then evaluated the 

execution times for three PPG sensors to show how the algorithm scales when more signal 

values need to be processed in between sampling instances. 

 

The program was run on the previously mentioned hardware. 
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4.1 Individual Sensor Performance  

 

 

Performance for individual portions of the algorithm: 

 

 
 

 

 

 

Overall, each portion of the algorithm took a time period on the order of microseconds to 

complete (Fig 4.1). Since most PPG sensors are sampled in a time frame on the order of 

milliseconds, these microsecond execution times assure no sampling delays. 

 

 

Fig 4.1 Individual algorithm portion performance for single sensor 
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On average, locating the peaks took the longest time complete. This can be explained by the 

relatively large number of conditions that must be evaluated and the number of points in the 

search window array that must be iterated through. 

 

 

Overall algorithm performance: 

 

 

 
 

 

 

 

Throughout the entire 10 minute run, the algorithm was able to execute in less than 1ms (Fig 

4.2). Even with a sensor sampling rate of as high as 1ms, the algorithm would have ample time 

to process the signal before the sampling the next instance of sensor data. 

 

The large spikes in execution time, around 600 𝜇𝑠, represent an execution completing a full 

workload consisting of: a peak being detected, successfully verified, used to delimit a wavelet, 

used for feature extraction from the wavelet. These full workload induced execution time spikes 

make up 1.4% of the total executions. 

Fig 4.2 Overall algorithm performance for single sensor 
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Since we expect a peak to occur every second, dividing the expected number of executions by 

the total number of algorithm executions (sampling frequency multiplied by elapsed time) and 

multiplying by 100 yields the predicted percentage of full workload executions: 

 

 

 = predicted percentage of full workloads in total executions 

 = predicted full workload executions (elapsed time multiplied by number of expected 

executions) 

 = sampling frequency (inverse of sampling rate) 

 

 

 

This calculation yields a predicted percentage of full workloads of 1.5%, which confirms the 

previous assumption that the spikes making up 1.4% of the execution times represented full 

workload executions. 

 

Additionally, the missing spikes around 410 and 480 second mark signify that full workload 

executions, and therefore feature extraction, did not take place around those times. This is due to 

the algorithm discarding noisy portions of the signal. It discarded these portions based on 

detected peaks that were deemed to not meet the verification criteria. This noise can be attributed 

to subject motion. 
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Execution time evolution: 

 

 

 
 

 

 

Using simple linear regression to fit the data, we find the execution time to increase by a factor 

of 0.0095𝜇𝑠 per second (Fig 4.3).  

 

This shows that execution time increase over time is negligible, especially on time periods on the 

order of an hour. Therefore, the algorithm can sustainably execute over long periods of time 

without the risk of information loss due to execution times exceeding the sensor sampling rate. 

 

 

 

 

 

 

 

Fig 4.3 Evolution of algorithm execution time over 10 minutes for a single sensor 
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4.2 Multiple Sensor Performance 

 

 

Performance for individual portions of the algorithm: 

 

 
 

 

 

Once again, we observe that each portion of the algorithm executes in a period of time on the 

order of microseconds (Fig 4.4). 

The two largest spikes in the peak location portion on the order of 1200𝜇𝑠 are potentially due to 

the CPU performing background operating system tasks. 

 

Fig 4.4 Individual algorithm portion performance for three sensors 
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Similarly to the single PPG sensor set up, locating peaks takes the longest time to execute.  

In addition, peak detection is the only portion of the algorithm whose mean execution time has 

effectively increased in a linear fashion (3 times multiple) due to additional sensors. 

 

 

Overall algorithm performance: 

 

 

 
 

 

 

Throughout the 10 minute run, the algorithm was able to execute in less than 1 milliseconds 

99.4% of the time (Fig 4.5). 

For our prototype that has a sensor sampling rate of 15ms, this algorithm is capable of reliably 

processing all 3 PPG sensor values between sampling instances. The total program spends on 

average 1ms processing the information and 14ms waiting for a new value. 

 

 

 

 

 

 

 

 

 

 

Fig 4.5 Overall algorithm performance for three sensors 
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Execution time evolution: 

 

 
 

 

 

Using simple linear regression to fit the data, we find the execution time to increase by a factor 

of 0.0581𝜇𝑠 per second (Fig 4.6).  

 

This represents an increase of ≃6.1 times in execution time evolution compared to the single 

PPG sensor setup. This is still negligible on time periods on the order of an hour.  

 

 

 

 

Fig 4.6 Evolution of algorithm execution time over 10 minutes for three sensors 
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5 Conclusion 
 

 

 

Overall algorithm performance: 

 

Using a simple threshold based algorithm (Fig 2.1) as the basis of our Python program, we are 

able to consistently locate and verify peaks in real time. By saving peak and intra-peak minimum 

information at the time of location, we are able delimit wavelets while limiting the need for 

repetitive operations and iterating through large data arrays. These wavelets provided accurate 

values for feature extraction using simple Python instructions. Additionally, the “peak lobby” 

feature allows the algorithm to detect and discard noisy portions of the signal in real time. 

 

Even while continuously storing in memory all peak and intra-peak minimum information as 

well as calculated features throughout the recording, the execution time only increased on the 

order of nanoseconds per second of elapsed time. This shows that execution time increase over 

time can be easily dealt with. Therefore, the algorithm can sustainably execute over long periods 

of time without the risk of information loss due to execution times exceeding the sensor 

sampling rate. 
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Possible improvements: 

 

The algorithm provides guidelines on how to create a simple yet robust program. However, much 

can be done to improve execution times and execution time evolution while preserving the 

program modification flexibility afforded by Python. 

 

Such improvements include: 

 

● Using fixed size NumPy arrays for peak and intra-peak information storage: 

 

Creating NumPy arrays of fixed size provides an easy memory management 

system and will speed up mathematical operations. Additionally, retrieving values 

from memory will be faster during long recordings. 

 

● Distributing sensor processing across CPU cores using Python multiprocessing library: 

 

By distributing individual sensor data processing across multiple CPU cores, we 

can take advantage of having multiple processors to compute features in parallel. 

The extent of the benefits in terms of reduced overall execution time will depend 

on the number and complexity of calculations, number of sensors and number of 

CPU cores. 
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